May 8, 2005

The Evaluation of Geographic Profiling Software:

 SEQ CHAPTER \h \r 1Response to Kim Rossmo’s Critique of the NIJ Methodology

The recent discussion of geographical profiling (GP) methodology has been a testament to the contribution that Kim Rossmo made in critiquing the GP roundtable discussion that was posted on the MAPS website.  I’ve had some time to think about his critique and would like to offer some thoughts.


Let me first start by saying that I had nothing to do with the GP roundtable even though my CrimeStat Journey to Crime (Jtc) was one of the tested methods (what Rossmo calls ‘the NIJ methodology’).  Like any developer, there are things that the roundtable evaluation did that I wouldn’t necessarily agree with.  But, that’s the prerogative of an evaluator and usually just shows that there is more than one way to do things.


In his critique of April 20, 2005, Rossmo made numerous points. There is also some very good background material in the critique and a good discussion of the limitations of the GP methodology as he applies it. I’ll address a few of the major points, though not necessarily in the order in which he presented them.  

1.
First, Rossmo makes the point that GP software must be part of a more comprehensive analysis and a set of strategies for identifying a serial offender.  He states:

“For a geoprofile to be more than just a map, it must be integrated with specific strategies investigators can use.  Examples of strategies identified for geographic profiling include:  (1) suspect and tip prioritization; (2) database searches (e.g., police information systems, sex offender registries, motor vehicle registrations, etc.); (3) patrol saturation and surveillance; (4) neighborhood canvasses; (5) information mail outs; and (6) DNA dragnets.  The level of resources required by these strategies is directly related to the size of the geographic area in which they are conducted.”


While this would undoubtedly be true in practice since no police department is going to rely strictly on a statistical algorithm, it is, nevertheless, an empirical question whether the software algorithm used will improve the ability of the police to catch offenders.  This would require a very different type of evaluation - an experimental condition where one set of cases is investigated by both traditional information-based techniques and a GP tool while another (control) condition involves cases where just the traditional information-based techniques are used.  If GP software is useful, then the experimental condition should produce a higher resolution of the cases than the control condition.  To my knowledge, there has not been such an evaluation conducted to date.  But, that is what would be needed to establish that GP algorithms can be useful for police investigation and apprehension.  The validity of the techniques must depend on their ability to improve police investigation strategies, and this will require a rigorous experimental design.  Testimonials are not enough.

2.
Second, Rossmo makes the point that GP software must be applied only to certain cases, where data integrity of the crime series has been established and that certain assumptions must be met.  Among these are:


“There are four major theoretical and methodological assumptions required for geographic profiling (Rossmo, 2000): 

1.
The case involves a series of at least five crimes, committed by the same offender.  The series should be relatively complete, and any missing crimes should not be spatially biased (such as might occur with a non-reporting police jurisdiction).

2.
The offender has a single stable anchor point (footnote not listed) over the time period of the crimes.

3.
The offender is using an appropriate hunting method.

4.
The target backcloth is reasonably uniform.”


Let’s look at these assumptions.  First, the sample size should be sufficiently large - he says a minimum of 5 cases.  I completely agree.  In testing a series of 50 cases (in the CrimeStat manual), I wanted to show that the accuracy of the technique improves with sample size. Small samples will certainly have a very large error.  But why cut it off at 5?  A sample size of 5 is much too small.  With the Baltimore County data, I found an average error of over 5 miles with a sample size of 5.  It’s only when the sample increased to over 10 cases did the typical error drop to a respectable 2-3 miles.  In other words, like any sampling procedure, the larger the sample the more accurate will be the estimate. But, if the technique is not reliable until at least 10 (or more) cases, what does this tell us about the validity of the method?  How many serial cases involve 10 or more known incidents?  Perhaps this method can only be used when there are a substantial number of cases?


Second, according to Rossmo, the offender must have a single stable anchor point and must have a stable ‘hunting method’. O.K., but how would you know that?  It’s one thing to reconstruct a serial offender’s behavior after the person has been caught; it’s another to use the methodology prospectively on an offender who has not yet been caught.  Sure, one can make some reasonable guesses about whether the pattern is stable or not.  In the latest version of CrimeStat, we have a spatial-temporal moving average, essentially a mean center that is calculated on sequential cases.  If the moving average is shifting, as opposed to moving around in a small area, this suggests that the ‘anchor point’ is moving.  But, how would one know whether it is stable or not, or whether it is only a single anchor or multiple anchor points?  Rossmo makes a point about applying the technique to unsolved cases (see below).  Therefore, what can the methodology tell us about whether the offender has a stable anchor point or not?  Can Rigel actually determine when there is a stable anchor point?  I know the Jtc routine can’t and I doubt that David Cantor’s Dragnet can either.  So, if Rigel can detect when there is a stable anchor point, I would like to know how it is done. 

Further, what does this say about offenders who don’t have a stable anchor point?  Rossmo says that ‘commuters’ should not be included in GP analysis. But, this is excluding a large number of cases.  Increasingly, we’re seeing offenders who move around a lot.  The Washington Sniper case was an extreme of mobile offenders, but an examination of a large database will show that there are a lot of them.  It’s one thing when you have a teenage offender who commits crimes in his neighborhood; it’s another when you have an adult who has a car.  Bryan Hill made a very good point that my Jtc routine cannot detect a likely origin location that is away from the cluster of incidents.  If you have an offender who lives in the suburbs, but drives into the central city to commit crimes, the particular methodology cannot estimate the residence location.  That is a very good point, which I’ll return to shortly.  And I would say that neither Rigel nor Dragnet can do so either, a point that Rossmo makes in his critique.  He goes on to gives examples of when the methodology is not applicable (e.g., when the offender follows the victim), and I would agree.  This is a fundamental weakness of this type of methodology.  If it requires a stable anchor point, a stable hunting pattern, and a uniform environment, it’s going to be applicable only to a limited number of cases.

2.
Third, he discusses three ways of testing GP software - Monte Carlo simulation, examining solved cases, and applying the methods to unsolved criminal investigations.  He makes the point that the only the latter is true test of the accuracy of the algorithms. 


While clearly the aim of developing a methodology is to use it for future cases (i.e., police don’t get paid for solving already-solved cases), one has to test the algorithms on known data sets to be sure they are accurate (not to mention that it takes years to accumulate current cases).  If the algorithms can’t solve already-solved cases, what confidence can we have that they will help solve future cases?  I’ve not used Monte Carlo simulation to test my Jtc algorithm, though that would be very interesting to do. But, I have used already-solved cases to test both the Jtc routine and various centrographic methods.  And the results I found were enough to raise questions about the accuracy of the method.  


Keep in mind that new statistical methods are usually tested against known data sets, especially those that are particularly ill-behaved.  That’s a fundamental step in evaluating an equation, algorithm, or routine.  There are even some data sets that are internationally known (e.g. the Longley data set for testing regression routines).  In crime mapping, we don’t have existing standard data sets, though I think that would be a very useful endeavor for the testing of future statistical tools.  Ian Oldfield has offered his London data set in order to compare the different GP algorithms.  If Phil Canter will agree, I could put the 50 Baltimore County cases out there, too.  I believe that Ron Wilson wants to establish some known data sets that can be used for testing and evaluation.  I really think this would be a valuable contribution to the field since it would allow everyone to compare methods on the same data sets.

3.
Rossmo criticizes the various performance measures that the GP roundtable came up with.  He concludes that only one measure - the ‘hit score percentage’ is a valid measure of accuracy:

“The hit score percentage (also referred to as search cost) is such a standard, one that accurately and correctly captures geographic profiling performance.”


First of all, it seems odd to reject all other measures as being inappropriate since this would involve a rejection of the field of statistics. Most of the measures used in the GP evaluation took the difference between an actual offender location and a predicted one (either singly or as a grouping).  One of the most fundamental measures used in statistics is the difference between an observed value and an expected/predicted value. The whole field of statistical inference is built around this notion.  The measure is central to the Z-test, the t-test, the F-test, the Chi Square test, and is used extensively in regression analysis. Residual error is the difference between an actual and a predicted value and is used by analysts to detect additional variables that need to be included in a model.  In short, error is central to statistical analysis.  It is usually measured in nominal terms (e.g., observed - expected), such as in a standard deviation, or in squared terms, such as in a variance.  


Second, Rossmo criticizes the simple difference between an observed and highest likelihood predicted location (what he calls ‘error distance’) as being inappropriate since it needs to be standardized by area.  Again that’s odd.  Standardization is only done when one wants to conduct an inferential test, for example between two methods.  It is perfectly appropriate to examine raw differences between observed and predicted values (called residuals in multivariate analysis) since high residuals indicate problems in the model.  When the residuals are standardized, on the other hand, they are usually related to the variability of the sample, not to its area.  Thus, the t-test looks at the difference between the observed and expected values relative to the standard error of the mean (which is estimated from the sample); the F-test looks at the between-group variability relative to the general (or within-group) variability; and so forth.  Area doesn’t form a part of most statistical tests.  There are exceptions in spatial statistics.  The random nearest neighbor distance is calculated with respect to the area.  But, this can create problems as significance then depends on the definition of the area (i.e., if you increase the area, you are more likely to find significance).  In other words, for diagnosis, the use of the study area is alright as a means for identifying high likelihood micro-areas, but the use of the study area is not appropriate for rigorous statistical testing.


Third, distance error itself implies an area, though one defined by the error not by an arbitrary standard.  If you know, for example, that your method has an average error of two miles, then you essentially have a search area of about 12.6 square miles (PI*radius squared). 


Fourth, Rossmo proposed an area standard that involves the minimum bounding rectangle plus a slight cushion (a guard rail), and distinguishes this from Dragnet which increases the minimum bounding rectangle by 20%  or the Jtc routine which allows the user to define it in any way.  But, there is nothing magical about these frameworks; they are quite arbitrary.  In fact, all (including my own Jtc) are inappropriate.  How so?  Well, given the nature of the algorithms used in all three routines (essentially a distance decay function with or without a small offset - the so-called ‘buffer zone’), the algorithms will invariably produce an estimate that is within the convex hull of the incidents.  That is, if you draw a polygon around the incidents (called a convex hull), the point of highest likelihood for each of the routines will generally be within that polygon (or very close to it). Even in the extreme case of all incidents being located on a road that curves dramatically, the point of highest likelihood will usually fall within the hull.  It is very difficult to produce an estimate of highest likelihood that falls outside the hull.
  Thus, Bryan Hill’s comment that this method is not good for detecting offenders who live away from the location of the incidents is dead on.  This method is only good for focusing in on the area defined by the incidents.  This is a major deficiency in these methods and is a major theoretical limitation of the methodology as it stands now.


Fifth, following from this, if the highest likelihood location is usually within the convex hull, then a simple centrographic method (e.g., the center of minimum distance) will usually identify a point that is as accurate, if not more so, than the GP algorithm.  Since the various GP algorithms use a distance decay function, the highest likelihood is at or very close to zero distance.  For a negative exponential function, used in Dragnet and in one of the Jtc functions, the highest likelihood is at zero distance.  For Rigel, the highest likelihood point is about a half mile away if I remember correctly.  Since the algorithm for each of these routines is taken by calculating the distance from a grid cell to each event, estimating the value of the mathematical function, and then summing these over all events, the effect is to produce a function that minimize distances to the incidents.  In other words, each of these three routines will approximate the center of minimum distance, which is the point at which distance to the incidents is minimized. Because of the ‘buffer zone’, neither Rigel nor the Jtc truncated negative exponential functions will produce the exact center of minimum distance, but their estimates will be very close.


Incidentally, if you calculate the center of minimum distance along a road network weighting each road segment by travel time or travel speed (which you can now do in CrimeStat III), you will get the center of minimum travel time, the point at which total travel time to the incidents is minimized.  It turns out, at least with respect to the 50 cases from Baltimore County that I use to test algorithms, that the center of minimum travel time produces a slightly more accurate estimate than the center of minimum distance, and is the most accurate overall of all the methods I tested.


Sixth, therefore if a centrographic method combined with a convex hull produces a prediction that is about as accurate as these GP routines, why shouldn’t police use one of these measures for prediction since it’s a lot cheaper and easier to do so?


Seventh, and finally for this section, the strongest point that Rossmo made is to argue for a cost-benefit type of analysis in GP methodology.  He defines it as a hit score percentage:

“The hit score percentage is a measure of geographic profiling search efficiency.  It is defined as the ratio of the area searched (following the geographic profiling prioritization) before the offender’s base is found, to the total hunting area; the smaller this ratio, the better the geoprofile’s focus.  It is calculated by first adding the number of pixels with a hit score (likelihood value) higher than that of the pixel containing the offender’s residence to half the number of “ties” (pixels with the same hit score), and then dividing by the total number of pixels in the hunting area (40,000 for Rigel).”


The idea that a GP method can narrow down the search area for a police department and make their investigation more cost effective is a good one.  However, as I mentioned above, I don’t think an arbitrary search area should be the basis upon which that cost-benefit calculation is done (if anything, use the convex hull and the center of minimum travel time/distance), but it does open up some very interesting questions.  Certainly, any police department is going to think about the resources they need to spend in apprehending a particular offender.  Implicitly, they are making a benefit-cost type of analysis.  For a petty thief, they are not going to spend enormous police resources in finding that person compared to a high visibility serial offender or even a gang of car thieves who are attacking very regularly.  


Thus, cost has to be defined by police resources, not by area by itself. I really think we need to start studying this phenomenon to understand how tools are used by police. Any police department that adopts any technique (statistical, GP or otherwise) needs to make a benefit-cost type of analysis after having used the technique for some time.  They need to ask, first, whether the technique has improved their investigation strategies; second, whether it has increased their efficiency or arrest rate; third, whether the public feels safer because of the use of the technique; and other questions.  


One can even formally quantify benefit-cost calculations in a systematic manner, a process than most governmental departments go through all the time. However, in doing so, a set of formal procedures need to be established otherwise each individual will define benefits and costs in their own way and, thus, destroy the value of benefit-cost analysis.  In transportation, for example (which I know very well), benefit-cost calculations are done in the following way:


a.
They only include the actual construction and operations cost of implementing something (e.g., building a road; starting a transit service).  They do not include the costs associated with management, routine maintenance, planning, research, or other administrative activities.  These are considered administrative ‘overhead’.  Thus, Rossmo’s comment that the costs of implementing the GP routines should include their development costs would be considered inappropriate in a transportation benefit-cost analysis. Also, I doubt it would be very relevant to police, either; whether a routine costs $1 million or $10,000 to develop is irrelevant to the police department using the techniques.  The purchase price, on the other hand, is relevant.

b.
In transportation, costs are defined by a formal stream of costs - the construction costs and the operations costs.  There is a time line over which these calculations are done, usually an expected lifetime for the product.  Most of these costs are formalized in tables so that agencies don’t arbitrarily manipulate the costs. There is also an accepted inflation rate that has to be used.

c.
Similarly, the benefits are also calculated by a formal stream of dollars (both actual revenues as well as reduced costs).  They are standardized benefits and estimated for the same time period that the costs are calculated.  Again, an accepted inflation rate is used.


Once these costs and benefits are formalized, it becomes possible to compare recommendations (e.g., do we use the center of minimum travel time, a GP technique, a travel demand model, or some other technique?).  I believe that NIJ should sponsor some economic studies that will help define benefits and costs of crime mapping technologies.  See the following for more information:



http://www.fhwa.dot.gov/infrastructure/asstmgmt/primer05.htm


http://www.econlib.org/library/Enc/BenefitCostAnalysis.html

4.
The final point I want to examine concerns the theoretical basis of GP methodology.  Rossmo correctly criticizes the center of minimum distance as having no theoretical background. Agreed.  It’s a measure, not a theory.  However, he states that GP methodology does have a theoretical basis:

“Geographic profiling embraces a theory-based framework rooted in environmental criminology.  Crime pattern (Brantingham & Brantingham, 1981, 1984, 1993), routine activity (Cohen & Felson, 1979; Felson, 2002), and rational choice (Clarke & Felson, 1993; Cornish & Clarke, 1986) theories provide the major foundations.”

...later on, he states 

 “While there are several techniques used by geographic profilers, the main tool is the Rigel software program, built in 1996 around the Criminal Geographic Targeting (CGT) algorithm developed at SFU in 1991.”


Well, what exactly is this theory?  The Rigel, Dragnet and Jtc models use a distance decay function along with an offset (called a ‘buffer zone’) in Rigel and one of the Jtc models, the truncated negative exponential. Let’s look at these separately.


In a distance decay function, the likelihood of travel between two points decreases with distance.  The assumption is that the cost of travel increases with distance and offenders will limit their travel distance in order to minimize their costs.  Rigel uses a single distance decay function with the same parameters used for every application.  Dragnet, on the other hand, uses a negative exponential function but does allow the exponential coefficient to vary.  The Jtc function in CrimeStat use five different functions in which the parameters can be adjusted.  


How does one choose a particular model?  For Rigel, it’s a one model operation; the same model is used for every case.  For Dragnet, the model is adjusted to fit the overall incident area (approximately the convex hull).  For the Jtc routine, the model is, first, estimated (calibrated) on a known sample of cases and, second, once calibrated, applied to the specific case.  It’s well known that different types of offenders show different travel patterns; this has been documented since the 1930s.  There are substantial differences in average travel distance by offense types (e.g., in Baltimore County, the average distance travel was, for aronists - 2.0 miles; for rapists - 3.1 miles; for burglars - 3.7miles; for street robbers - 4.3 miles; for auto thieves - 4.7 miles while for bank robbers - 6.8 miles).  Any model that attempts to describe typical travel distance needs to incorporate the variability of travel behavior. 


However, since each of these models works by taking the distance from each grid cell to each incident, calculating its likelihood from the mathematical function, and then summing over all incidents, the models tend to produce similar results and approximate the center of minimum distance, as mentioned above.  But, theoretically, they differ quite a bit in what they assume about travel.  Rigel, for example, assumes that all offenders show the same distance decay function irrespective of where they live or what type of crime they commit; Dragnet assumes that all offenders follow a negative exponential function but the scale of it can be adjusted; the Jtc function, on the other hand, requires a calibration sample to establish its parameters.  Nevertheless, it, too, assumes that all offenders of a certain type follow the same decay function.  The only theory that I know of that can approximate this type of model is entropy maximization, which yields the negative exponential function as a derivative (see Wilson, A.G. Urban and Regional Models in Geography and Planning; J. Wiley & Sons. 1970; Ortuzar and Willumsen, Modeling Tranport (3rd edition). J. Wiley & Sons; 2001).


In short, there is no theory behind the distance decay other than a recognition that costs increase with travel distance which, in turn, will limit the search area of an offender (but in which costs are not measured).


The ‘buffer zone’ is, perhaps, the only theoretical component in the Rigel and Jtc truncated negative exponential models.  The concept was developed by the Brantinghams in 1980 and proposes a small zone around the offender’s residence in which the offender will not attack (presumably because he/she is known to the victims).  While plausible, what evidence do we have that a buffer zone actually exists?  Because an idea is plausible does not make it correct.  Well, for one thing, if a buffer zone exists, then one should see a limited number of crime trips close to a zero distance.  When I looked at the Baltimore County data, sometimes I saw this and sometimes I didn’t.  For example, rape and homicide did not show a buffer zone whereas larceny and robbery did.  Why does one find this sometimes, but not others?  Similarly, Dick Block in Chicago did not find a buffer zone for most crimes since most crime trips in Chicago are very short.  Are offenders in Chicago different than in Baltimore County?  


Similarly, comparing different types of crimes raises questions about the usefulness of the buffer zone concept.  Auto thieves in Baltimore County, for example, have a one mile buffer zone, though with a long trip, whereas bank robbers have a five mile buffer zone and also with a long trip.  Does it make any sense to even talk about a buffer zone when there are such large differences in the travel distances of different crime types and different cities for the same crime type? With bank robberies, the distribution probably reflects the distribution of banks rather than travel cost, per se.  Which brings up another point.  How can we distinguish between a buffer zone and a distribution of opportunities?  What would be needed to establish that a buffer zone actually exists is a survey of offenders (hopefully, after they are caught) in which they say that they did not commit crimes near their residence for fear of being identified by their neighbors).  But, using the distribution of crime trips by distance as evidence leaves a lot to be desired.


It was for this and other reasons that transportation modelers dropped the distance decay type function in the late 1950s.  They recognized that a distance decay function is only a description, not an explanation and cannot distinguish between production factors, attraction factors, and costs.   That is, a good travel model needs to distinguish between a factor associated with the person making a trip (a production), a factor associated with the place to which the trip is made (an attraction), and a cost associated with the travel (costs  - travel time, operational costs, utility). It needs to analyze how people travel and the routes that they take.  The alternative model that emerged was the travel demand model.  This models separately the production, attraction and costs factors; an example of this type of model is presented in CrimeStat III.  The first generation travel demand model was strictly at the aggregate level, like the one in CrimeStat III.  Second and third generation models are disaggregated to model individual travel behavior; it is recognized that different individuals make very different production, attraction and cost assumptions and that aggregation can lead to false conclusions.


Now, I realize that most criminal justice researchers are not transportation specialists.  But that doesn’t mean that one should use a model for travel that was explicitly rejected by transportation planners fifty years ago.  We should be learning from transportation modelers and using up-to-date theories and methods.  At least, we should adopt the ‘state of the practice’ (which is first generation aggregate modeling) if not the ‘state of the art’ (which is third generation disaggregate models).


In short, the current GP methods are simply describing travel behavior, not explaining them.  If, on the other hand, we see GP as a field which attempts to understand offender travel behavior, then hopefully we can develop new methods that are both theoretically sound as well as hopefully useful for police.


The last criticism that I’ll raise against the current collection of GP methods (including my own) has to do with the non-probabilistic nature of the likelihood calculation. Each data set is treated as a unique data set and is not related to other data.  That is, the offender’s crimes are looked at as a unique series of events with only a travel distance function being applied.  The models are not aware of the patterns of other offenders other than through the choice of the distance decay function; in the case of the CrimeStat Jtc function, one establishes the model by calibrating it against a known sample and then applying that function to the particular case.  But, it still doesn’t consider the behavior of other offenders.  In other words, these models have no memory.  Let me explain with a simple example.  Suppose we are interested in a serial rapist who we are trying to catch.  From our arrest records, we find out that of previous rapists who committed crimes in the same locations as our current case, 30% lived near the victim, 20% lived in an adjacent neighborhood, 15% lived in another nearby neighborhood, 10% in a third neighborhood, and the rest being scattered throughout the city.  Why can’t we use that information to make a guess about where our current offender is actually living?  The offender we’re investigating may be completely unique; but, then again, maybe he isn’t.  Wouldn’t it make sense to incorporate information about prior offenders of a similar type in making our guess about where the current serial offender that we’re studying lives?  The current collection of GP methods cannot do this; information about other offenders is not part of the model.


In other words, what I’m suggesting is a Bayesian approach to GP methodology whereby information about previous offenders (what the Bayesians call ‘prior probabilities’) is incorporated in the model along with the location of the incidents committed by the offender.  We also need to incorporate the temporal sequencing of the events in a type of conditional probability model (e.g., if previous offenders have committed crimes in zone A, they are 30% likely to next commit a crime in zone B).  In the next version of CrimeStat (a couple of years from now), we will build a Bayesian journey to crime model that integrates prior information about origin-destination links with the likelihood approach involved in the current GP methods.  I believe that this will produce more accurate estimates of the likely origin since it can produce a likelihood estimate that comes from outside the convex hull.  This type of model will, therefore, overcome some of the theoretical deficiencies of the current collection by bringing in prior experience about likely origin locations.  It will be a step towards merging the GP methodology with the travel demand type model.  The result should be a big improvement in accuracy as well as a theoretically more realistic model.

Anyway, let me leave the discussion at this point.

Ned Levine

�  An example is if the incidents all occur at the same location, Rigel’s buffer distribution will shift the highest likelihood location slightly away from that location.  But the highest likelihood location will still be very close to the incidents.





